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DataRush Context: Exploding Digital Data Volumes

As we move permanently from an analog to a digital world, we 

are capturing data events on a scale never seen before:

Billions of:

- Retail transactions

- Wall Street "tick" records

- Healthcare claim records

- Network traffic records

- Logfile records

- Telecom call detail records

- Logistics/Security movements

- Process Control measurements

- Financial/Credit transactions

Companies have collected the events ïnow what about:

Å Pattern recognition?

Å Modeling and optimization?

Å Validation against rules? 

Å Profiling?

Å Matching?

Å Fraud detection?

Å More analysis?

Å More accuracy?

Å Faster results?

Å Better answers?

Å Data mining?

Å Faster loads?
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Context: Parallel Software on Commodity Hardware

The hardware guys are riding to the rescue with relentless 

commoditization around multicore ïpromising Mooreôs 

Law-type increases in parallelism every 18 months. 

But:

ñéas any developer who has written multithreaded code 

can tell you, this is one of the hardest tasks in 

programming.ò  Bill Gates, Chairman, Microsoft

"The mainstream systems for concurrency are baby talk, 

coding with crayons and fingerpaint. Threading is a 

nightmare for those who use it." Nat Torkington, 

OôReilly Radar
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Dissecting the Software Challenges 

ïDevelopers not ready for fine-grained parallelism at this 

scale (hundreds, even thousands of available threads)

ïLanguages arenôt ready for massive parallelism
ÅScripting languages donôt scale 

ÅConstructs for parallelism in high-level languages are too 

complicated:  threading, deadlock detection, memory management, 

queueing, etc. are HARD to manage

ÅWill not auto-scale as you add more cores

ïRelational databases not always appropriate
ÅUnnecessary friction just to load, process and unload huge datasets

ïeg: if Source and Target are flat files, why add RDBMS overhead?

ÅSQL language is not conducive to the multiple outputs needed for 

parallelism

ÅRowset constraints prevent power of vertical partitioning

ÅNot well-suited for high-volume, non-relational data events (e.g. XML)

ÅFor analytics on large data volumes, RDBMS expensive (time and $$)
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Dissecting the Software Challenges ïContinued

ïProgramming model for cluster computing is primitive

ÅDesign- and run-time inferior to SMP programming model

ÅNetwork latencies and coordination costs are chronic

ÅMost suitable for ñeasily divisibleò problems

ïOther SW approaches:

ÅOpenMP ïa fine-grained library requiring programming superstars

ÅCommercial products are expensive, rigid (e.g., tied to RDBMS model 

or proprietary languages), slow to start up, large footprint, not focused 

enough on design-time performance

ïNo ósilver bulletô solution
ÅVirtualization is not relevant for long-running analytic applications

ÅAuto-parallelizing compilers not achievable

ÅCloud computing wedded to coarse-grained parallelism, and requires 

large (expensive?) volumes of (sensitive?) data to be uploaded
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So, whatôs the answer?
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A New Approach for Developing Massively Parallel 

Analytic Applications
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